Welcome to the Introduction to Modeling in the SAP HANA Studio for SAP Business One data.
This is the topic on how to model business analytics.
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At the end of this topic, you will be able to understand the basics of Business Analytics and the
terminology used.

Analytics are used in business to accomplish two main goals:
• Acknowledge the business insight about what was and is happening in the business by
analyzing the historic business data.
• Predict trends of business about what will happen, to support the business to make faster,
better and smarter decisions.
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For example, from a sales manager perspective, they would like to answer the questions below:
How is the sales going for this month, this quarter, this year? How does it compare with the
same month, the same quarter of last year?
Who are the best customers? What is the definition of best customers?
What are the best selling products? What is the definition of best selling product?
Who are the high-performing or under-performing sales employees?
How do we keep the sales budget on track for this year? How will the sales trend in next
quarter?
What should be the best promotion scheme for campaign? Promotion for particular product
combinations, discounts on period or quantity?
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So how do we find the answers to these questions?
• How are sales going for this month, quarter or year? We can look at sales revenue and
gross profit measured for each month, each quarter or fiscal year.
• Who are the best customers? What is our definition for the best customers? The best
customers of the year are those who contribute the most sales revenue or gross profit for
this year. Therefore, we can examine the sales revenue and gross profit broken out by
customer.
• What are the best selling products and how do we determine them? The best selling
products of the year are those contributing the most sales revenue or gross profit for this
year. So once again we can examine sales revenue and gross profit and rank these by
product.
• Who are the high-performing and under-performing sales employees? We can rank our
sales staffs by their contribution to sales revenue and gross profit, so we can examine these
key figures by employee.
• Many of you probably currently run sales reports by customer, sales by product, and sales
by employee. Each report currently has an individual procedure to retrieve the data with a
minor difference for each dimension. However, this can be done much more efficiently by
creating a model that can answer all these questions.
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A cube is a type of model that is made up a fact table and the dimensions. Because of its
shape, the cube is also known as a star schema.
This Sales Analysis cube can be used to run reports by fiscal year, customer, product and sales
employee. The advantages is one well-designed cube can serve one question from different
aspects.
This cube is made up of a fact table at the center containing the key figures we are concerned
with: sales revenue and gross profit. These key figures will be the measures in our cube.
The dimensions of the cube will contain tables with the attributes that we want to examine in our
reporting: attributes such as customer information, product details and sales employee
information. We will also have a dimension for time so we can break out our report by months,
quarters and fiscal years.
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To understand more about concepts of modeling, we will step back to look at the transactions
where the data originates. Here we see a simplified example of a sales transaction. Our
example table contains a document number, a business partner code, a sales employee code,
the document total and gross profit for each sales document. We split this table into two parts.
On the left we can see descriptive information such as document number, business partner
code and the sales employee code which were recorded as attributes of the data.
The attributes can be referenced master data, and attributes of underlying tables. We can group
those attributes during a query, then we can sum aggregations from the row data. For example,
we can do subtotals document totals by business partners or by sales employees. Other
common attribute values that are used frequently in queries to aggregate data include time
attributes, such as year, quarter, or month.
On the right side, we see some transactional values such as document total and gross profit.
Those values can be aggregated to get some information about transactions. These values are
called measures or key figures. Measures are values in the transaction row that can be
calculated totals during queries.
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Now let us look at how we would model the sales analysis cube in SAP HANA. Instead of a
traditional cube that might hold data in a data warehouse, we use a view that will be used by the
in-memory computing engine to pull the data from storage and calculate results for our analysis.
In SAP HANA, we define a cube that defines the relationship between the central fact table and
the dimensions containing the attributes.
The cube with the star shape is a calculation view, and each dimension is also modeled with
another calculation view for the related attributes. These calculation views representing
dimensions allow us to join master data tables for additional details for reporting.
The fact table itself is based on a transaction and holds the basic information of the transaction:
the measures for sales revenue and gross profit and the attributes with the customer’s business
partner code, the product code, the employee code and the date. However, the fact table
doesn’t tell us much about that customer. When reporting, we’d like know what customer group
this customer belongs to and their country. We’d like to pull in information about the weight of
the item and more about the item group it belongs to.
To get that information we need to enrich the fact table with dimensions containing master data
for customers, employees, products and dates.
For example our customer dimension might contain the customer’s business partner master
data table and additionally the business partner group table. A product dimension would
represent the items and the characteristics for that item.

8

So if we want to create analytic models to answer our questions, we use four basic steps in the
modeling process.
Step 1: Analyze business requirements
Step 2: Determine models needed. These models could be views designed as cubes or
dimensions or even more complex views.
Step 3: Modify or create a model to meet the requirements. In later courses on modeling, you
will see not only how to create models but also how to find existing models that you can extend
to meet your business needs.
Step 4: Activate and preview data
You repeat steps 3 and 4 for each model you create.
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We can design our own custom models for a sales analysis cube and its dimensions but we
also have the option to use HANA models that SAP provides for SAP Business One data.
SAP provides you with prebuilt semantic layers that represent your raw data in the context of
business processes. Each semantic layer is made up of models for standard business
processes – models that define the elements of common transactions and master data that
users deal with day to day. These models are views designed as cubes, views modeling
master data dimensions, and views that model even more complicated queries involving unions
and joins among multiple tables.
The advantage of the semantic layers is they allow users to easily see how to build and run
queries and create dashboards using these views as building blocks.
Often, the most useful reports need complex data sources with many tables and joins to pull the
information together. A user may not have the technical knowledge for building that type of
complex view effectively. Because a user can choose from many prebuilt models, the user
does not have to worry about creating a model. Instead a user can choose from a large number
of prebuilt models to design and create dashboards and reports to meet business needs.
It is always a best practice to check if there are existing models in the semantic layer that meet
or are close to what you need before creating a new one. The guide for how to work with
semantic layers has details about models provided by SAP.
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Whether you design your own models or use the delivered models, there are two main types of
views inside SAP HANA. These two main types of views are query views and reuse views.
Query views are views that one uses to run queries. Query views are consumed directly by
analytics.
These views may be cubes with a star schema that model transactional data or they may be
views that model a more complicated scenario, such as a union between cubes that allows you
to calculate turnover in sales.
Re-use views are views that can be used as components in another view, such as a reuse view
that can be a dimension for master data attributes. A common example is a Business Partner
view. If you create cube for invoices, you would want a reuse view for business partner
attributes to be a dimension of that cube. That same Business Partner reuse view could be
used in a cube for credit memos or sales transactions. If you don’t limit the Business Partner
view to customers, you could even use that same reuse view in cubes for purchasing
transactions. They are well structured and consistent so that they can easily be reused.
Both type of views are designed with the goal of reducing development effort for writing reports
and dashboards.
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In our business case, we will design our own custom views for a sales analysis cube and for its
dimensions. We will create each dimension as a re-use view so that we can include each
dimension as part of the sales analysis cube. This also gives us the option to re-use these
same dimensions in other cubes later on.

12

Let’s look at an example. The sales manager at OEC Computers wants to analyze sales totals
in an interactive way. He wants to be able to see invoice amounts summarized by customer
information and date. Think a moment about what measures and dimensions you would plan to
include.
After discussing his analysis needs in more detail, we determine that the business transaction
underlying our model will be the A/R invoice. The measure needed is document total. The
dimensions will include customer, customer group, fiscal year and posting period. We want to
make sure to include any user-defined fields that we’ve created in our tables, such as one that
was created in our example to track the size of customer businesses.
To provide more options for future analytic needs, it might also be a good idea to include some
additional measures and dimensions, such as gross profit, document status, territory, sales
employee, item, and item group.
We will go through the steps of how we would model the analytics for this business need. In
real life we would choose existing models and extend those models to meet our needs, but
today for learning purposes, we will create the models.
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The first step is to analyze your business requirements
Talk with the potential users of the analysis. What is their objective? What key figures will they
focus on? How will they use the analysis? How would they like to view the data? Which tools
will they use to analyze the data? – Dashboards, Crystal Reports, and/or interactive analysis?
Would they like a hierarchy to use in an interactive analysis?
Then think about what to include in your models. Which business transactions do you wish to
report on? What are the measures you need to analyze? What type of dimensions will you
need?
Build the models to maximize both efficiency and flexibility for future analytic needs.
Let us consider a possible business scenario for our example.
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Once you have identified the transactions, measures and dimensions, you need to get more
specific to determine the models needed.
Ask yourself whether you can use existing models. Perhaps you can copy and extend any
existing models.
It is a best practice to reuse available models as much as possible. Are there already
predefined views from SAP that will meet your needs? Is there an existing view that almost
meets your needs? If so, you may be able to copy the view and make adjustments. Even if you
need to build a new view for transactional data, you may be able to use existing reuse views as
master data dimensions. Many useful reuse views are delivered by default from SAP.
In this course, we will build many simple views rather than copying or reusing existing views in
order for you to learn how to build models; however you can save yourself a lot of time by
reusing or copying and extending existing models.
When creating a new view, you need to decide what will be basis for the data foundation for
your view.
Then you need to determine which measures and attributes you will select from the data
foundation as the output for your views. Some of the attributes you choose can be keys to data
in other tables.
When building views for attributes you will be choosing which tables to join together to build a
dimension. When building a view that models transactions, the fact table will be at the center
and the dimensions with master data attributes will be joined to the fact table.
It is here in Step 2 that you make the crucial decisions of what should be included in your
models. Let us look again at our example.
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Remember that in our example, our sales manager wanted to report on sales totals from A/R
invoices. He also wants to report on the revenue for customers and customer groups.
To do this we create views to represent the dimensions and a view modeled as a cube with a
star schema for our invoice transactions. Here we see how we could create this view for the
A/R invoice transaction based on the OINV fact table. The transactional table is the data
foundation for the view.
However, we need more details on the customer than we find in the transactional table OINV.
Therefore, we need to reference the business partner table OCRD for the details. We do this
by creating a view based on OCRD.
Additionally, we want to use the Customer Group name in our report, so we need the OCRG
table to pull in the group name. The view containing the OCRD table linked to the OCRG table
will be used as a dimension in the view.
A cube with a star schema can contain more than the one dimension shown here. In our
example, we will also want a dimension for time.
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So let us look at how we might model the requirements of both a business and time dimension
for our invoices.
The sales manager wanted to see the information summarized by business partners and
business partner groups as well as by time period. To make the reporting more flexible we
named additional possible dimensions in step 1. The flexibility of the analysis would be greatly
improved by adding summarization by dimensions such as sales employees, items, item
groups. However, in order to keep our example simple for this course, we kept the original
criteria.
Based on these requirements, we decide to build a view for sales totals with a business partner
dimension and a time dimension.
The data foundation will be created from the A/R invoice transaction. The A/R invoice
transactions are found in the OINV table. We will use the measures for document total and
gross profit. As the keys to our dimensions we will use Business Partner and Posting Date.
The Business Partner dimension will join the business partner master table OCRD and the
business partner group table OCRG. From OCRD we will include the business partner code,
name, type and business partner group. The join between OCRD and OCRG will allow us to
bring in the group name into our reports instead of just the business partner group number.
We will use the SAP HANA table M_TIME_DIMENSION as the basis for a hierarchy for posting
date. In this way our users will be able to summarize invoice totals by posting date, posting
month, and posting year. This table is provided by SAP to model time dimensions.
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In step 3, we get to work modeling our views. After each view we model, we perform step 4.
We activate our new model and preview the data.
In our business scenario, we will create 3 views: a view for business partners, a view for posting
dates with a hierarchy, and a view for the A/R invoice transaction.
In this course, we will repeat steps 3 and 4, at least three times, once for each view.
Step 4 may be performed more than once for a view. Remember if you change the model after
activation, always reactivate the model so it can be used.

18

Now let us take a deeper look at the modeling view types available in SAP HANA: attribute
views, analytic views and calculation views.
§ Attribute views are used to model master data dimensions by joining related master data
tables. They can only model master data tables.
§ Analytic views join transactional data with master data dimensions. Analytic views are
typically enhanced by adding attribute views for dimensions for modeling a cube with a star
schema. This view type is limited to only one transactional table.
§ Both the attribute view type and analytic view type are limited in their functionality compared
to the calculation view type. The calculation view type is the most flexible view type.
§ Calculation views can be used to model either dimensions or cubes with star joins.
Calculation views also have the advantage that they can contain multiple transactional tables
joined together. This view type can be used for even more complex modeling, for example,
when you need a union between tables. They can even be built with scripts as well by using
a graphic editor.
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Let us talk about how the engines work and why we use calculation views.
SAP HANA’s semantic layers only contain models for the relationship between tables and
queries, no data. The models include the views we just spoke about: attribute views, analytic
views and calculation views, as well as procedures. When you run the query, the in-memory
computing engine of SAP HANA pulls data from the SAP HANA database and calculates the
query results based on the views in the semantic layer.
Each view type uses a separate engine to pull the data from the database, perform the query
and display results to a user. When you mix the different types of views as parts of a model,
data needs to move between the engines and this slows down the processing time. Therefore it
is best to use one type of view and one engine for all models. Since the calculation view is the
most flexible type of view, it makes sense to choose this type of view for all your models.
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In our business examples, we will be working with the calculation view type. SAP provides a
large number of models created as calculation views for both reuse and for queries. A
calculation view can built in various ways to model dimensions, star schema cubes as well as
more complex calculations such as unions.
Calculation views can be used for modeling dimensions. They allow you to join tables
containing master data attributes. For example, we will join together the business partner table
with the table for business partner groups to create a dimension for business partners.
Calculation views can be built as cubes with a star schema to model transactions. In our
example, we create a calculation view as a cube with a star schema for the fact table for
invoices. The star schema structure allows us to join a data foundation for invoices with the 2
dimensions for business partners and document date.
Calculation views are also used for fact tables requiring a union or a calculation from multiple
data sources. Calculation views give you the ability to model more complicated business
processes. You can create a join or union between tables and views. In a later topic you will
see how you can create a union for calculating revenue after subtracting credits given to
customers.
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Here are some best practices to keep in mind during modeling.
Reuse predefined SAP models as much as possible. If you want to extend the predefined
models from SAP, do not modify them directly. Your modification may be replaced in the next
upgrade. You can copy existing models.
Use consistent naming conventions. Use a simple and clear name space. Here is an
example: XXX_CUBE_FINANCIAL_CONSOLIDATION_QUERY Instead of XXX, identify
your customer namespace. We recommend using a 3 letter abbreviation to represent the
partner or customer. However, keep in mind that there is a 45 character limit on model names.
The total number of characters for a view with both view name and package cannot exceed 59
characters.
The table shows some of the common naming conventions we recommend. The most
important factor is to be consistent and clear of the purpose of each model so that your users
can easily identify how and why to use each model.
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Here are some key points to take away from this topic.
§ Analytics are used in business to accomplish two main goals: to analyze the historic
business data in order to acknowledge business insight into what is happening in the
business and to predict trends of business about what will happen - to support the business
to make faster, better and smarter decisions.
§ Cubes are a traditional way to model business analytics. A cube consists of a fact table and
dimensions.
§ The fact table at the center of the cube will contain the key figures we are concerned with.
The dimensions of the cube will contain tables with the attributes that we want to examine in
our reporting.
§ Because of its shape, a cube is also known as a star schema.
§ In SAP HANA, we can model our cube as a view that defines the relationship between a
central fact table and the dimensions. The dimensions of the cube are designed as reuse
views that model the master data we want in our queries.

This concludes the topic on Modeling Business Analytics. Thank you for your time.
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